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Movies, music, browser-based games – our media consumption is increasingly dominated 
by streaming applications. And the rise of streaming is by no means limited to leisure 
pursuits: Data streams are now being generated and processed in near-real-time in many 
areas of our day-to-day lives.  
Streaming applications are deployed wherever software needs to respond to new data 
immediately – such as on the stock exchange, in sports event broadcasting, in news and 
weather apps, and even in industry and logistics. 
 

In streaming, data is transmitted as rapidly as possible after its generation, creating a 
continuous 'stream' of information that can be processed almost in real-time. The results of 
the data stream are forwarded to an end system, which displays the results and, if necessary, 
acts as an interface for making decisions and initiating actions.  
On the stock exchange, for example, the outcome of the process may be a purchase or sale 
option. In industry, it may be measured data that is used in the remote maintenance of 
machines, while weather forecast data could help a horticultural nursery to plan its actions.  
 

Often, data streams obtain information from multiple sources; they are 'fed' with data from 
several external systems. But what happens if these sources do not respond in real-time, or 
even fail completely?  
 
 

Stream team: Combine messaging systems and REST calls 
 
Based on a theoretical example of an application in which streaming data is obtained from a 
messaging system and via REST calls, we have taken a closer look at several potential 
scenarios for responding to unreliable external data services in stream processing. 
 

In our example, we operate software for a number of horticultural nurseries distributed 
across various cities. The software is designed to respond to weather data. If the weather is 
dry, the software should trigger the automatic watering system; in strong sunlight, a shade 
should be drawn down over the plants.  
 

Our software receives datasets in the following format: 
 

{   
   " lat i tude":52.520008, 
   " longitude":13.404954, 
   " temperature":64.4, 
   "unit " :"fahrenheit" 
} 
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Our workflow is as follows: 
 

• Process the data by converting Fahrenheit to Celsius 
• Query the specific address via a REST API, as we can control our greenhouses 

directly via the ZIP code. 
 

 
 
 
The architecture is designed to deliver data to our messaging system; this data is then 
processed using stream processing technology. The address is queried via an external 
system, which is represented as "Address REST Service". 
 

Based on the information provided, the end system then decides which actions to initiate in 
each greenhouse.  
 

The critical question is this: What happens if the "Address REST Service" is overloaded and 
therefore slow to respond, or if it cannot be contacted or fails completely? 
 

Generally, the purpose of streaming applications is to transmit data through the various 
processing stages with the lowest possible latency and fastest possible throughput rate. 
Messaging systems such as Kafka promise a high data throughput coupled with 
configurable safeguards to protect against system failures. 
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Other advantages of messaging systems over a REST API include: 
 

• No interface is required. 
• The name of a topic is all you need to log in as a data consumer via 

Publish/Subscribe. 
• The consumer does not need to write a client to be able to query the web 

service. 
• If a schema registry is used, there is no need to convert to class instances; 

Avro is used for this purpose. 
• No need to use an offset to load the latest data. 
• The consumer can be scaled to process larger volumes of data simultaneously. 

 
Although messaging systems are ideal for fast data processing, streaming applications 
usually need to access a number of different data sources. This is true in our example, in 
which we use a web service to query a specific address, which we later use to control the 
greenhouses. The REST call returns the address as a geoposition. The value is then 
transformed via stream processing.  
 
However, this REST call does create a dependency on a third-party system. It is important 
to remember: 
 

• The service may not be available 
• The service may be overloaded, which means that 

its responses will be delayed 
 
 

Cleaner streaming with Hystrix 
 
Hystrix is a recommended solution to execute resilient (fail-safe) queries. The solution – 
which is a library developed by Netflix – is described as follows: 
 

"Hystrix is a latency and fault tolerance library designed to isolate points of 
access to remote systems, services and 3rd party libraries, stop cascading 
failure and enable resilience in complex distributed systems where failure is 
inevitable." 

 

This solution goes beyond simply acknowledging that systems may fail, and plans specific 
actions to prepare for this scenario in advance. 
 

Hystrix offers various approaches for resilient queries, one of which is summarized on the 
next page. 
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Example: HystrixCommand 
 

The HystrixCommand allows the user to prepare the call and then configure what action 
should be taken if the system is unavailable (we'll look at what action you can take in the 
"fail" method later). At the same time, you can use the HystrixCommand to specify a timeout, 
indicating how long the call should last before it is automatically terminated by the library 
and the "fail" method is initiated. 
 

In the example below, we create a HystrixCommand that queries a weather service. The 
specifics of the service are not important, but let's assume that it is an external system that 
is queried via REST. This means that there is potential for the system to fail. 
 

We have named our command using the name of the city to be queried and the last known 
value. This value will be returned as feedback if the execution of the run() method throws an 
exception. It is also important to note that a timeout exception will be thrown if the query 
takes longer than the specified timeout duration. 
 

 
 
Hystrix allows queries to be cached and automatically returns a result from the cache. The 
query can be "queued" for further attempts if unsuccessful.  
 

The user should monitor the number of attempts and terminate the process once a certain 
number of attempts have been made. The dashboard function allows the user to monitor the 
various commands constructed with Hystrix, along with the success rate, errors, and 
duration of queries. 
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Fallback method 
 
Internally, the user can create a ThreadPool and place queries in a queue for asynchronous 
execution. In parallel, the HystrixCommand can be configured to break off the query after a 
specified time and to implement a fallback instead. The various fallback methods are 
described below: 
 
1. Discard datasets 
 

If the data is only suitable for immediate use and cannot be used at a later point in time – 
even if the delay is only minor – then you can discard the data. If this option is selected, 
there is no need for any other fallback measure to be implemented. 
 

This approach cannot be used in our example, as we must respond to the data, but can 
only do so if we can control the nurseries on the basis of the address information. 
 
2. Feed data back into the messaging system 
 

a) If it is impossible to fully process any dataset and all of the data is fed back into the 
messaging system for interim storage and execution at a later stage, the messaging 
system may fill up. This approach may also result in the system being unable to detect 
updates to a dataset, and REST calls being executed for datasets that have since 
become obsolete. 

 

b) In such situations, the user can implement a logic that automatically discards data once 
it has reached a certain age. For this approach to work, the date of creation of the 
dataset must be included in the dataset itself. Alternatively, you could record how many 
cycles the dataset has completed in the dataset metadata, if you wish to discard the 
dataset after a specific number of cycles. 

 

This approach is better suited to our example, but we would have to make sure that we have 
not already received and processed more up-to-date data. To do so, we would need to 
construct a cache. Furthermore, there is no benefit in processing outdated information, so 
we can discard old data. 
 

To give a (deliberately exaggerated) example: A dataset generated this morning will no 
longer be relevant if we can only process it in the evening. 
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3. Store data in an interim memory for querying 
 

a) If datasets are not processed successfully, the interim memory can quickly expand in 
size. The interim memory therefore needs to be scalable to ensure that it does not fill up 
completely. If your datasets also include metadata, you can use the time stamp or 
version number to discard old data or overwrite the old dataset with the latest version, 
which will prevent unnecessary REST calls.  
Depending on the database/cache technology you use as an interim memory, this logic 
will be supplied. You should also remember that the interim memory itself may fail and 
you will need to consider a backup strategy for the interim memory, depending on how 
critical the data is.  

 

The technologies available for backup purposes include Guava, Redis, HBase, 
Cassandra, and many others. If you use a Hadoop distribution and the streaming 
application runs within this environment, it is a smart idea not to bolt on your own service, 
but instead to use a service such as HBase, which will not involve leaving the cluster. 
HBase has its own failover and backup mechanisms and, depending on the 
implementation, is able to resolve problems through dataset versioning. 

 

b) In Redis, you could use the EXPIRE function to set an automatic discard date for a 
dataset. The same outcome can be achieved using TTL for ColumnFamilies in HBase or 
via a TTL for Cassandra. 

 

This fallback also fits in our example scenario; the EXPIRE function automatically overcomes 
the described problems with outdated data.  
 
4. Optimization 
 

a) The Hystrix caching function is a fast and straightforward way to temporarily store values 
that you don't expect to change anytime soon. 

 

b) Timeouts are essential, as stakeholder requirements for a real-time system are often 
defined in terms of a specified time per dataset. 

 

c) Once you have collected enough data, you should determine whether the REST service 
permits batch calling, which allows you to bundle multiple datasets for processing in a 
single call. To do so, you will need to adjust the timeout and fallback configuration for 
batch calling. 
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d) A situation may arise in which you receive an update to a dataset while a REST call is in 
progress. In such cases, the initiated query can be terminated and a new query can then 
be submitted. As HystrixCommands can be executed asynchronously, this situation does 
not present any problems to the system. 

 

e) For real-time applications, we nevertheless recommend refraining from the use of REST 
services where possible. These services inevitably create a dependency on an external 
system and, generally, you cannot rely on such systems to be fail-safe, available, or 
scalable. It is better to apply a more "pessimistic" approach and implement your own 
failover systems and interim memory solutions using Hystrix in combination with other 
available database/cache technologies. 

 
Databases with an EXPIRE function are ideal as cache technologies – as this function 
means that you no longer need to worry about managing outdated data. Redis and 
Cassandra both offer this function, but any database, in principle, is suitable. It is generally 
wise to opt for a database that is supplied with the relevant big data distribution, such as 
Cloudera or Hortonworks.  
 
 

Conclusion 
 
In real-time applications, REST calls equate to delays that are entirely out of your control. 
However, in some cases, these calls are an essential and unavoidable part of your process. 
In such situations, adopt the most defensive programming strategy possible to meet the 
requirements of your stakeholders. Hystrix, in combination with its strategies to combat 
failures, is one potential solution. However, it is important to ensure that you select the right 
failure strategy for your application. 
 

Professional knowledge of your application is the key to unlocking the optimum solution for 
your organization. 
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